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Surrogate Keys vs. Natural Keys: A Discussion 

 

The schema of a relational database system is defined by integrity constraints in order to maintain 

data integrity (Date, 2004, p. 19), which is a prominent part of the relational model (Date, 2004, p. 

253). To ensure predicate truths can be drawn from the data, it is important that every tuple within an 

entity can be independently referenced by the database management system (DBMS) (Date, 2004, p. 

270). Thus relational database systems typically implement the concept of the primary key, whose 

purpose is to provide a unique reference for every tuple in an entity (Date, 2004, p. 271), and the 

foreign key, so that entities can be mapped one-to-one via foreign-to-primary-key relationships (Date, 

2004, p. 272). 

Two approaches to implementing the primary key have evolved among data model designers 

concerned with the logical structure of the data (Chen, 1976, p. 10): the natural key and the surrogate 

key (Aleksic, et al., 2010, p. 1). The natural key uses at least one attribute (multiple candidates may be 

combine to form one primary key) (Rolland, 1998, p. 45) which is semantically relevant to the 

business information (Aleksic, et al., 2010, p. 1). The surrogate key consists of only one attribute 

containing system-generated identifying values (IDs) and is thus not visible to the user (Date, 2004, p. 

434). The effectiveness of each approach is in frequent dispute among database professionals, and the 

advantages and disadvantages of each approach will be discussed below. Consideration will be given 

to the notion that they are not entirely mutually exclusive. 

The first aspect to be considered is that of data integrity. It is a criticism of natural keys that 

they are based on the actual business data, and business data is not always conducive to the 

representation of unique values (Link, et al., 2010, p. 1). The designer or end-user are therefore given 

a dilemma between creating an inflexible business attribute using a unique constraint, and creating a 

flexible attribute which is prone to changes and causes problems with maintenance and integrity 

(Aleksic, et al., 2010, p. 1). 

Surrogate keys can be used as a solution to the ambiguity that can arise from using natural 

key constraints. Being separate from the business data, they guarantee a unique identifier for every 

tuple and so it is argued that the designer and end-user don’t have to worry about changes to the 

business data (Prajdić, 2009). However, surrogate keys do not necessarily dictate a good data model 

design (Berkus, 2006). The aloof nature of the ID gives no indication, for example, of duplicate 

values in an entity, which can lead to problems with data integrity by way of ambiguity. It is therefore 

worth looking for good candidates in an entity other than the surrogate key to act as unique 

identifying values, even without the explicit use of natural keys, in order to help end-users maintain 

the system (Berkus, 2006) 

This leads on to the second aspect to be considered: maintenance. With natural keys, the key 

information is visible to the end-user and thus mistakes are more obvious and can be fixed (Carter, 

2010). This may seem like a trivial bonus compared with the devastating integrity and maintenance 

problems that can occur when a natural key value is changed, but it actually makes certain 

maintenance more efficient. For example, in a case of severe system failure, a database with natural 

keys can be more readily re-implemented due to all the relations being inherent in the business data. A 

database system using surrogate keys must maintain a record of each primary key and its 

corresponding tuple so that the base relations can be properly re-associated when the database is 

rebuilt (Moura, 2012). 

This relates to the final aspect of key management: performance. The DBMS will keep track 

of every value using an index (Rolland, 1998, p. 176). When a tuple is inserted or deleted in a system 

using surrogate keys, an extra value must be added or deleted in the data structure (Link, et al., 2010, 
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p. 9) (typically a B-Tree in relational DBMS) (Rolland, 1998, p. 177). This on its own creates storage 

and I/O overhead during operations (Prajdić, 2009), but it has potentially more dire consequences 

when a large hierarchy of entities has to be re-implemented as in the case of rebuilding a database. 

This is because some system-generated methods require concurrency to ensure that every entity maps 

properly with its relationships in a single transaction, resulting in a lengthy lock process (Moura, 

2012). 

Natural keys do not generate the same level of overhead when tuples are inserted or deleted 

(Link, et al., 2010, p. 9), but they instead cause great performance and maintenance issues when a 

natural key is updated and contains many foreign-key relationships. The change must be propagated 

throughout every relationship via the DBMS cascade functions (Aleksic, et al., 2010, p. 2). 

The real-world performance of database systems using surrogate keys and natural keys has 

been tested based on a number of metrics, and it has been found that although natural keys produce 

faster query results than surrogate keys in first-order relationships, they perform more equally with 

higher-order relationship operations (Link, et al., 2010, p. 14). Therefore the performance difference 

between natural keys and surrogate keys lies more in the domain of storage space, than in running 

query time. 

In conclusion, it is obvious that each aspect of the discussion: data integrity, maintenance and 

performance, all play a part in the overarching goal of providing a consistent and useable database for 

end-users. Problems with data integrity mean that accurate information cannot be gathered, and 

problems with maintenance and performance mean potential downtime which costs time and 

resources (Prajdić, 2009). Both approaches have advantages and disadvantages relating to each of 

these aspects, and in any implementation it is worth considering the rules and concepts of both worlds 

to get the best result. If a data model designer does not want to risk going without the use of surrogate 

keys to maintain data integrity, they should consider the use of alternate candidate keys which use 

semantic attributes to help the end-user keep track of duplicate values. If a designer wishes to use 

natural keys, they should make use of unique constraints as part of the DBMS to reduce ambiguity 

that might arise from updates to the key. 
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