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Matthew Wragg 
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ABSTRACT 
High-Performance Computing (HPC) is becoming both more powerful and more affordable due to the 

prevalence of General Purpose GPU (GPGPU) architectures which now form an essential component 

of heterogeneous computing clusters. Real-time and interactive photorealistic graphics in games are in 

demand, and physically-based illumination techniques (such as global illumination) are more viable 

due to the availability of HPC and Cloud Gaming services. This paper constitutes a project to design 

and test an algorithm as part of a simulation of real-time global illumination in a hybrid distributed 

environment. The results are analysed in order to judge the efficacy of the algorithm design and the 

feasibility of interactive global illumination.  

1. INTRODUCTION 
The demand for realism in the domain of three-dimensional computer visualisation has existed since 

its conception (Ritschel, et al., 2012). Photorealistic graphics are important for a number of domains 

and industries: Architects wish to portray designs with realistic lighting. Film and animation studios 

want to render computer generated props and effects which match the real-world photography. 

Computer game designers want to make virtual worlds which match their vision, and the players want 

to be immersed in the virtual world (Dutré, et al., 2006). 

Photorealistic lighting has been available in the form of Global Illumination (GI). GI methods are 

built around a physically-based model of light which computes the way light scatters in the real world 

(Dutré, et al., 2006). Light scattering results in a variety of illumination phenomena such as indirect 

illumination, colour bleeding and caustics. GI methods allow some or all of these effects to be 

computed as part of a computer visualisation implementation and each method has strengths and 

weaknesses (Ritschel, et al., 2012). Accuracy might be sacrificed to reduce the time needed to render, 

for example. Common GI techniques such as path tracing and photon mapping are extensions on ray 

tracing techniques and thus visualise direct illumination phenomena such as specular reflection and 

refraction (Foley, 1996, p. 800) 

The problem with these techniques is that they traditionally require expensive High Performance 

Computing (HPC) hardware and network architecture to render at an interactive rate (Kadir & Khan, 

2008). This makes implementing GI a problem for game developers whose domain centres on 

creating a smooth and dynamically-animated 3D environment. A game is expected to run most 

optimally at a rate of 60 frames per second (i.e. the frame rate, FPS), the minimum refresh rate of 

most LCD monitors in the home market. 

To render a frame 60 times a second, computer games utilise a dedicated graphics hardware device 

known as the Graphics Display Unit (GPU). The GPU uses concurrent pipelines to process the 
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vertices and other resources of an active game scene simultaneously in order to reduce the total 

processing time. 

The device draws and shades the scene for display in a process known as rasterisation. In order to 

increase the realism of the graphics, GPUs have been created with an increasing number of parallel 

processing cores to support the hundreds of thousands of threads that process the high-resolution 

scene geometry of modern games (Nickolls & Dally, 2010). The rendering pipeline on the GPU has 

gone from being fixed-function to being programmable via shader programs which utilise a number of 

shader types (Lindholm, et al., 2008, p. 39). The pixel-shader, for example, allows the programmer to 

create advanced lighting effects. 

Year GPU Transistors CUDA Cores 

2006 GeForce 8800
a
 681 million 128 

2008 GeForce GTX 280
b
 1.4 billion 240 

2012 GeForce GTX 680
c
 3.54 billion 1536 

Table 1 - Nvidia CUDA Architecture Development 

a, b. (Nickolls & Dally, 2010). c. (Weller, 2012). 

As the computational capabilities of GPUs have become more powerful and more programmable they 

have been recognised as powerful tools for high performance parallel programming. They are now an 

essential part of the HPC domain in an area known as General Purpose GPU (GPGPU) (Nickolls & 

Dally, 2010). Makers of the graphics devices recognised their applicability to HPC-using areas such 

as medical imaging, computer-aided design (CAD) film making and other forms of computer 

visualisation and developed architectures to aid the use of GPUs as general-purpose computing tools 

(Nvidia, 2013). Nvidia created the architecture and programming toolkit CUDA (Nickolls, et al., 

2008), AMD the programming library OpenCL (Kindratenko, et al., 2009). Multiple GPU devices can 

be placed in a single machine, for example Nvidia's Tesla Personal Supercomputer (Gurney, 2009), 

and can be considered a type of HPC cluster which makes HPC more accessible for game developers. 

A cluster of such machines connected via a network would be a hybrid distributed system: a 

combination of distributed memory and shared memory parallel computing paradigms (Mattson, et 

al., 2005, pp. 7-18). GPUs are used as part of the architecture for public cloud services such as 

Amazon EC2 to provide public HPC Infrastructure-as-a-Service (IaaS) (Amazon.com, Inc, 2013). 

Domain-specific clouds have been developed by Onlive (Red Bull Company Limited, 2013) and 

Nvidia (Nvidia, 2013) for “cloud gaming” architecture which are designed to run games developed for 

hybrid distributed systems to supply photorealistic graphics in games to players over the internet 

(Ross, 2009). 

A number of GI algorithms have been found to be highly conducive to divide-and-conquer methods 

and would satisfy the demand for realism in game engines designed for “cloud gaming” services and 

small personal multi-GPU workstations. The method must support the aspects of a typical game, 

however, and support the dynamic real-time animation of props, characters and lighting. 

It is worth investigating available options that can generate the realistic light-scattering phenomena 

visualised by GI in a real-time and interactive environment. Once a suitable GI candidate is 
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discovered, a system can be designed and deployed on a test system to simulate the environment and 

pipeline of real-time global illumination in a hybrid distributed environment. This simulation will test 

the distributed and parallelisable component of the GI algorithm in order to support or dissuade the 

hypothesis that it could be part of a complete rendering process and thus be included in a specialised 

game engine. The test system should therefore consist of a small cluster running commodity hardware 

in order to best simulate the resources which would be available to a small game developer or other 

domains involved in computer visualisation. 

The hardware configuration and simulation software must be tested against the strenuous 

requirements of an interactive game, and must focus on the bottlenecks created by using distributed 

memory and shared memory on a hybrid system with heterogeneous hardware. The simulation should 

be tested based on hardware scalability, e.g. how much the simulation is sped up by additional 

computing units and scene scalability; how well the distributed computing units cope with a more 

complex scene. Ultimately the overall frame rate of the simulation should be considered. If it is below 

60 FPS, then it will not be optimal, but the extent to how low the frame rate can go to be considered 

feasible can be considered part of the analysis and conclusion. 

2. LITERATURE REVIEW 

2.1 GLOBAL ILLUMINATION: BRDF AND THE RENDERING EQUATION 

The Rendering Equation is a mathematical model that describes the entire distribution of light power 

throughout a scene and has found great use among traditional GI algorithms because the outgoing 

radiance can be found at any point in a scene, and because its use of Bidirectional Reflectance 

Distribution Functions (BRDF) ensures the conservation of energy and Helmholtz reciprocity to 

accurately portray real-world lighting for photorealistic visualisation (Dutré, et al., 2006, pp. 31-41). 

The BRDF is a component of the Rendering Equation which describes a material’s properties in how 

it responds to incoming and outgoing light. A BRDF is given three parameters: the direction of 

incident light, the outgoing direction and the surface normal at a point in the scene, and returns the 

ratio of light intensity that would be seen from the outgoing direction (Dutré, et al., 2006, p. 31). It is 

commonly used as part of a GI implementation to visualise diffuse reflection, specular reflection and 

gradations between the two (glossy reflection) and can play an important role in dictating the 

behaviour of light scattering in order to create optimisations to speed up the algorithm for interactive 

results (Jensen, 2001, p. 61). 

A highly accurate method of approximating the equation is to use Monte Carlo methods to simulate 

light scattering over all possible directions of a hemisphere at a point in the scene. This is known as 

path tracing (Ritschel, et al., 2012). Path tracing can be seen as an extension of ray tracing in that it 

fires a ray from the “eye” for each pixel to intersect an element in the scene and compute the intensity 

at the point of intersection (Foley, 1996, p. 725). While ray tracing is limited to direct illumination, 

specular reflection and specular transmission, path tracing uses Monte Carlo integration to 

stochastically sample the radiance integral. It does this by recursively shooting rays in random 

directions from the intersection point it simulates many different possible light paths and then 

averages the resulting intensity values (Dutré, et al., 2006, p. 16). This allows it to visualise light-

scattering phenomena such as indirect illumination and caustics, as well as other effects traditionally 

achieved with stochastic sampling such as glossy surfaces and soft shadows (Foley, 1996, p. 812). 

Path tracing suffers from slow convergence (Dutré, et al., 2006, p. 164) and it is difficult to predict 

how many samples every pixel will need to produce a smooth picture. Anything other than smooth 

and diffuse surfaces will have high-frequency noise if not enough samples are gathered for each pixel 
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(Ritschel, et al., 2012, p. 164). Caustics produced by light travelling through a transparent element and 

being focused onto a diffuse surface are especially a problem because the probability of an eye ray 

being transmitted through the object and hitting a light is vanishingly small (Hachisuka, et al., 2008). 

Even a thousand of samples per pixel will not produce smooth caustics using path tracing (Jensen, 

2001, p. 87). 

Photon Mapping (Jensen, 2001) builds upon the idea of tracing rays from the lights in order to create a 

more adaptable method of estimating the radiance in a scene. In a first pass, a set number of 

“photons” are stochastically emitted from each light to bounce around materials in the scene. The 

BRDF of each material dictates the direction in which the photons bounce and whether or not each 

bounce is recorded as a “hit” in a “photon map”. Diffuse materials will record a hit which contains a 

ratio of light intensity depending on the number of photons emitted. Purely specular materials reflect a 

photon, but do not store it as a hit. Complex shaders which combine multiple BRDFs to produce an 

effect such as a diffuse surface with a coat of varnish can use Russian Roulette (Jensen, 2001, p. 61) 

to lower the number of photons that need to be stored. The second pass is a standard ray trace from 

the eye and is able to estimate the radiance over the scene using Density Estimation. The advantage of 

the photon mapping technique, therefore, is its ability to interpolate radiance distribution using a 

fraction of the number of samples path tracing requires to eliminate high-frequency noise. 

Its adaptable design allows multiple passes of the photon mapping stage to work with different BRDF 

materials to reduce the number of overall photons needed and dictate the direction of photons emitted. 

A set number of photons can be used to render large diffuse surfaces in the scene, and the same 

amount can be used again to render the sharp and detailed caustics from transparent objects due to the 

photons being more concentrated. It is generally not a good choice to use for very glossy materials, as 

the large number of photons needed would defeat one of the advantages to using photon mapping; 

glossy reflections may as well be done using stochastic path tracing techniques (Dutré, et al., 2006, p. 

96). 

2.2 REAL-TIME GLOBAL ILLUMINATION IN A HYBRID DISTRIBUTED ENVIRONMENT 
Both path tracing and photon mapping have been adapted with the aim of creating an interactive 3D 

environment with photorealistic lighting. This is achieved by observing that both methods, like 

traditional ray tracing, can exploit a variety of parallel processing techniques in order to speed up the 

rendering of each frame to create an interactive frame rate (Kadir & Khan, 2008). 

As stated in the introduction, GPUs act as fine-grained synchronous batch processors (Karunadasa & 

Ranasinghe, 2009) and can be used to process hundreds of thousands of concurrent threads 

simultaneously which is especially conducive to ray tracing techniques (Nickolls & Dally, 2010). 

Both path tracing and photon mapping use ray tracing techniques and therefore parallelise well for the 

GPGPU architecture. Path tracing parallelises well due to its small memory usage and is used to 

generate interactive previews in existing 3D modelling software (Blender Foundation, 2013). It 

retains its archetypal high-frequency noise, however, and would generate an unpleasant flicker for 

players and would therefore defeat one goal of developing interactive GI for games: immersion. 

Photon mapping is therefore a more viable candidate for parallel processing on the GPU. The problem 

here is that the photon map is traditionally stored using a k-d tree data structure in order to gather 

neighbouring photons for density estimation (Jensen, 2001). Constructing and traversing traditional 

stack-based k-d trees is not well-suited for GPU memory access (Lauterbach, et al., 2009), even if 

they can be constructed for interactive rates they still take up a large amount of device memory (1 GB 

for a model of 1 million triangles) (Zhou, et al., 2008). Stackless k-d trees for realtime ray tracing 



7 
 

have been developed (Popov, et al., 2007), but they are only suitable for traversing the scene. The 

actual construction of the data structure is not suitable for realtime rebuilding or reconstruction. 

In order to solve this problem, the k-d tree data structure can be replaced with a hash table (Gupte, 

2011) which can be generated and accessed coherently. The data structure can be eliminated entirely, 

however, by using photon splatting instead of photon gathering in which photons scatter their light 

using GPU-efficient rasterisation techniques to visible pixels (Herzog, et al., 2007). Image Space 

Photon Mapping uses photon splatting with deep frame buffers similar to shadow maps which can be 

very quickly generated and accessed by the GPU hardware. Scene geometry can be represented using 

“bounce maps” (McGuire & Luebke, 2009) which contain an image space buffer of the scene from 

each light. Each light stochastically traces photons in world space to generate a map of indirect 

illumination in GPU texture hardware. ISPM is good at visualising a complex and dynamic 

environment containing diffuse materials and sharp caustics at an interactive rate on a single GPU (26 

Hz at 1920x1080 with 4 lights; 20k photons with depth-limit of 3). It exceeds traditional photon 

mapping in its ability to render diffuse shading smoothly when using few photons, which traditional 

photon mapping cannot do without an expensive final gather stage. The smaller number of photons 

does mean that shadows from indirect lighting are not well-defined, but the indirect pass can be 

combined with a direct illumination pass containing hard shadows. Using a rasterised direct 

illumination pass would be similar to how games use deferred rendering for screen space shading 

techniques and would contribute to interactive frame rates. 

Another architecture for parallel processing is to use a HPC cluster in which a master unit (the 

computer the player will provide input to and receive feedback from) controls the distribution of data 

and tasks to slave units (Nickolls & Dally, 2010). Distributed systems for ray tracing have 

traditionally been designed as offline rendering services which have the time and resources to load the 

same scene on to every machine in the network and render a fraction of the overall image. This 

process is known as image space distribution (Wald, et al., 2003). This method has been employed in 

the development of interactive ray tracers, but it comes with a number of drawbacks. 

Considering a game environment, a player will interact with the environment (perhaps by moving a 

character through a scene) by providing input, and the game will provide feedback (perhaps by 

animating the scenery and monsters). Using an image space distribution method would require this 

feedback to be replicated and distributed among all computers in the network to make sure they 

collectively render a coherent picture (Wald, et al., 2003). This increases the size of the animation 

data which needs to be transferred between each machine, and increases the risk of error. More 

importantly for the photon mapping method, because the photon scattering pass ignores the frame 

buffer, the same number of photons would have to be distributed to each machine which would 

further increase bandwidth requirements and minimise the benefit of using an image space 

distribution method for interactive photon mapping. 

The world-space geometry of the scene can be divided into smaller portions by the master node which 

can be distributed among the machines in the cluster (Reinhard, 1999). Unlike screen-space 

distribution, these partitions are smaller than the overall scene and can therefore allow a cluster to 

more efficiently process a larger scene due to having smaller memory requirements. If the partitions 

are small enough, the same partition can be replicated among multiple machines in order to create 

redundancy, which is an important component of load balancing and latency hiding. This is the spatial 

distribution method. 
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Both photon mapping and ISPM intersect photons with the scene as part of their rendering pipeline 

using ray tracing methods. Intersection testing is one of the most time-consuming stages of rendering; 

all ray tracing techniques must generate an acceleration structure to speed up this process (Reinhard, 

1999). A scene’s world space can be divided into subpartitions using a spatial partitioning 

acceleration structure such as a k-d tree which recursively splits the world into smaller nodes. The 

master unit distributes the tree nodes to slave units on the network and keeps a record of which slave 

units correspond to which node. The master unit then generates and intersects photons with the k-d 

tree which represents the entire scene. For whichever node the photons pass through first, the master 

unit sends the photon to the node to intersect the objects within the scene. This method therefore 

distributes data and tasks evenly throughout the network for parallel processing (Reinhard, 1999). 

The problem with spatial distribution on a cluster as opposed to image space distribution is due to the 

bandwidth limitations of transferring so many tasks over many computational units in a network. An 

implementation of distributed photon mapping uses up to 8-18 connected commodity PCs (Günther, 

et al., 2004) and concludes that the latency between each computer is too high for interactive photon 

mapping without reducing the number of photons needed to be passed. 

As stated in the introduction, it is now commonplace for HPC clusters to utilise GPU devices to 

exploit their massively parallel general-purpose processing power to form a hybrid distributed 

environment. A single machine can contain multiple GPU devices and each one can be seen as a 

distinct processing unit: If method of photon tracing as part of a rendering pipeline can be suitably 

designed to exploit both the fine-grain parallelism of GPGPU architecture and the coarse-grain 

parallelism of a distributed cluster. A suitable HPC cluster can therefore use much fewer networked 

computers and minimise the low bandwidth and high latency of distributed memory, by way of 

exploiting the faster shared-memory architecture of GPU devices. The number of photons remains a 

bottleneck when the master unit passes them to slave units no matter how fewer machines there are in 

the network (Günther, et al., 2004). ISPM produces a smoother image quality for dynamic scenes 

using many fewer photons than traditional photon mapping, and therefore is a better candidate for a 

hybrid distributed system. 

As part of an implementation of interactive photon mapping which uses a public cloud service (Pasek, 

2012) it has been found that OpenMP effectively quartered the time taken by the photon mapping 

algorithm on an unconnected machine. Pasek (2012) theorised that using OpenMP in conjunction with 

message passing using MPI as part of a hybrid distributed environment would accelerate the photon 

mapping algorithm. 

OpenMP is designed to exploit multi-core processors (Mattson, et al., 2005), but the prevalence of 

GPU devices in HPC clusters, public cloud IaaS services and cloud gaming services shows that it 

would be worth developing an algorithm for photon tracing to exploit such heterogeneous architecture 

(Fan, et al., 2004). Data and tasks can be distributed using a message passing system such as MPI and 

then be processed using the heterogeneous architecture of each machine which may contain any 

number of CPU cores and GPU devices. The algorithm can then be tested on a hybrid distributed 

system in order to judge whether or not the design can suitably accelerate photon mapping or ISPM to 

allow for interactive frame rates in increasingly detailed and dynamic environments. 

3. METHODOLOGY 

3.1 NETWORK HIERARCHY 
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Fig. 1 - Network Hierarchy of a Hybrid Distributed System 

A hybrid distributed system can be seen as a combination of two parallel processing paradigms: 

distributed memory and shared memory (Mattson, et al., 2005). Distributed memory defines the 

computing units in a cluster connected by a network. They share address space and therefore have to 

communicate via message passing functions specifically implemented by the programmer. Shared 

memory defines the components of heterogeneous architecture within each unit, such as the CPUs and 

GPU devices. Each CPU and GPU device have access to their own memory which has considerably 

faster read and write rates than that of distributed memory over a network (Karunadasa & Ranasinghe, 

2009). The system architecture must therefore be designed to make sure a large amount of data is not 

needlessly copied back and forth between computing units on the network (Kindratenko, et al., 2009). 

The GPU devices in each computing unit can be seen as distinct computing units as they have their 

own memory and are called by the host CPU to run a set task known as a kernel (Nickolls, et al., 

2008). The CUDA architecture cannot run more than one kernel at a time, but multiple CPU cores can 

be used to execute a kernel if there are multiple GPUs in the same computer (Verner, et al., 2012). For 

computers in which there are no GPU devices with CUDA functionality, a variant of the kernel could 

be made to run on the CPU and thus more fully support a heterogeneous architecture. CUDA kernels 

are designed to run most optimally on hundreds to thousands of threads, so the extent to which a 

multi-core CPU could substitute is dubious: The literature review shows that to generate interactive 

GI on a CPU-only cluster requires there to be many more computers than the equivalent GPU-enabled 

system. Due to the increased number of computers combined with the comparatively low data 

throughput of the CPU, the bandwidth requirements are considerably increased. The system 

architecture for this project should therefore be designed to run on a small number of networked 

computers which each utilise the high data throughput of the GPU. 

3.2 SYSTEM ARCHITECTURE 

3.2.1 Data Distribution 

The system is designed around a master-slave message passing paradigm, in which the master 

computing unit distributes tasks to the slave units, receives the results, and provides the final output to 

a player locally or through a cloud service. The interactive and real-time component of the system is 

part of the rendering pipeline, which defines the distribution and processing of tasks for each frame of 

the rendering cycle. Prior to this process, the game environment scene must be divided and distributed 

among the computers in the cluster. 
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The k-d tree is a type of spatial partitioning which recursively divides a scene into two parts using a 

splitting plane until a specified recursion depth is met, or the scene is deemed to be sufficiently 

divided. Each split is defined by a node in the tree and upon each division the elements of the scene 

are allocated to one of the two sub nodes depending on which side of the splitting line they lie on. At 

the end of the process, the ultimate nodes of the tree bound all the elements and are called leaf nodes 

(Wald & Havran, 2006). 

The k-d tree is therefore used to divide the scene into partitions before the rendering cycle begins. The 

depth is determined by the number of computing units that exist in the network: there should be at 

least one leaf node per slave. The k-d tree uses the Surface Area Heuristic (SAH) to generate the most 

balanced acceleration structure (Wald & Havran, 2006). This is important for the system in two ways: 

it speeds up ray traversal time for the master node, and helps ensure objects do not overlap and appear 

in multiple leaf nodes and eliminate redundant processing time. The spatial partition is constructed 

once on a static representation of the scene and is assumed to not require rebalancing. Because it is a 

low-depth structure created for the relatively small number of slave units, it does not take too much 

memory or time to generate can be constructed on the GPU for rapid traversal. 

 

Fig. 2 - Spatial Partitioning of Scene Elements for Data Distribution 

It is assumed that a typical game environment will consist of the player’s character and agents 

roaming a complex environment. The complex environment may contain animation such as waving 

trees, but remains relatively static and within the coarse bounds of the k-d tree’s leaf nodes. 

Characters and other free-moving objects are assumed to have low processing requirements compared 

to the general environment. This way they can be reallocated to different leaf nodes if they cross a 

boundary without causing too much unbalance. 

Each subpartition is passed to its corresponding slave unit before the rendering cycle. If the same 

subpartition is allocated to multiple slave units, the system can utilise dynamic load balancing and 

redundancy in order to hide latency. If the master unit judges a slave unit to be taking too long to 

provide results, it can reallocate the same task to another node in the system. 
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3.2.2 Task Distribution 

The rendering pipeline starts and for every frame the master generates a set number of photons 

stochastically from each light in the scene. During the lifespan of the frame they are traversed using 

ray tracing methods through the pre-generated k-d tree which represents the entire scene. Each photon 

is allocated to a buffer representing whichever leaf node they intersected the nearest. The master unit 

sends each buffer to the leaf node’s corresponding slave unit on the network to begin an iterative 

process to build the photon map for the current frame. This cycle, as a component of the rendering 

pipeline, is known as the frame cycle. 

 

Fig. 3 - Rendering Pipeline – Task Distribution for each Frame 

A buffer of photons is used because each network message comes with an initialisation cost. Because 

photon mapping methods typically generate from thousands to millions of photons, it is more efficient 

to group the photons into a single message for passing over the network (Wald, et al., 2001). 

Each slave unit receives its designated buffer of photons and utilises the large data throughput of its 

GPU devices to perform further intersection tests with the elements contained within its subpartition. 

The lifecycle of each photon is now dictated by three conditions as it is processed by the GPU: 

(a) Whether or not it intersects: Each subpartition is bound by an axis-aligned bounding box 

(AABB) to mark the boundaries of the leaf node. If the photon is found to only intersect 

with the bounding box, it has not intersected with any object. The photon is given a new 

origin based on where it intersected the scene boundary, and is put in a buffer to be sent 

to the master so it can be reallocated to the next leaf node’s corresponding slave unit. If a 

photon is found to pass through every leaf node without intersection, it has left the scene 

and requires no further processing. 
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(b) The BRDF of the element: Diffuse materials will reflect the photon in a random direction 

and store a hit in a photon map buffer which will be sent to the master. Specular materials 

will reflect or transmit photons but not store a hit. Upon bouncing, the photon will be 

given a new origin depending on the point of intersection and will be given a new 

direction and a fraction of its original power depending on the BRDF. It is then put in the 

same buffer as the photons which do not intersect. 

(c) Its bounce limit: The photons will bounce infinitely unless they are able to escape the 

scene (for example, if the environment contains a sky or window). Forcing the photons to 

expire after a set number of bounces is necessary to meet the demand of real-time frame 

rate on a distributed system. 

The slave unit therefore contains a photon buffer similar to the master’s. It is sent back to the master 

unit which will compile a main photon list once more from the bounced and non-intersected photons. 

A bounced ray or photon is likely to travel to areas of the scene outside the local range of a partition, 

so this method makes sure that the load is efficiently and evenly redistributed over the network.  

A modern game consists of many thousands of triangles, and ray tracing techniques are most efficient 

when the geometry is partitioned at the level of primitives such as these. The k-d tree constructed for 

the spatial partition is suitable for dividing the scene up into a number of blocks equal to the number 

of machines on the network, but would not be efficient for the complex animated subpartition hosted 

by each slave unit. 

Another acceleration structure used in ray tracing and games is the Bounding Volume Hierarchy 

(BVH) which uses Axis-Aligned Bounding Boxes (AABB). Like the k-d tree, they allow rapid 

intersection testing to eliminate elements of the scene not in the line of the photon. A method 

conducive to real-time construction on the GPU has been developed: Hierarchical Linear BVH 

(HLBVH), an improvement on LBVH, which can construct a BVH for a model consisting of over 

1.75 million polygons in less than 10.5 ms on a GeForce GTX 480 (Garanzha, et al., 2011). The BVH 

can also be used in collision testing, an important component of a dynamic game environment. For 

every frame, each slave unit should therefore use a kernel to build a BVH using HLBVH for its 

subpartition for real-time processing of the complex and animated scene geometry. 

To fully exploit the advantages of parallelisation, all messages passing data during a cycle should be 

asynchronous. This means that if a slave unit’s GPU is busy processing a set of tasks, the master unit 

can continue to distribute data to other units (Fan, et al., 2004). MPI would allow this using non-

blocking send and receive functions, which can be synchronised at the end of the cycle (to make sure 

the entire photon map is gathered before the frame is rendered) using MPI_Barrier() (Barney, 2012).  

3.2.3 GPGPU Optimisations 

General-purpose architectures such as CUDA have strengths and limitations due to the design of the 

GPU device. These must be considered to develop a system which utilises the GPU hardware most 

efficiently for the purpose of generating a GI-enabled environment on a hybrid distributed system 

(Che, et al., 2008). 

The processing done by the GPU device is defined by a parallel function, a kernel, which determines 

the lifecycle of a single thread. A GPU contains an array of blocks in a grid, the size of the block 

being defining the number of threads it contains (Nickolls, et al., 2008). Kernels that do a large 

proportion of processing in this rendering cycle concern concurrent photon generation and concurrent 

photon-object intersection testing. For both of these kernels, each thread will determine the life of a 
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single photon. GPU processing is most efficient when all the blocks of threads are in use, so as many 

photons as possible should be processed by a single kernel execution. 

In CUDA architecture, threads are executed in batches of 32. This series of executions is known as a 

warp and the threads access and write to memory during each half-warp (every 16 threads). The 

ability for threads to access a contiguous vector of data in a half-warp is known as coalescence, an 

important optimisation (Nickolls & Dally, 2010). It would be inefficient, therefore, to submit the 

entire data structure required for the photon to be sent over MPI. Large heterogeneous data types, 

therefore, should be separated into “streams” on the host memory before sending to the GPU (Lefohn, 

et al., 2005). Only the photon origin, direction and power are needed to test intersection with an 

object. If heterogeneous data types are necessary, it is more efficient to use texture memory so long as 

the data can be accessed coherently (Lefohn, et al., 2005). 

Copying data from the host computer memory to the GPU device memory and vice versa is an order 

of magnitude faster than passing messages on a network, but it is still optimal to reduce the amount of 

memory copying as much as possible (Che, et al., 2008). Photon data must be passed over the 

network, so it is necessary for the system to copy the processed data from the device so it can be sent. 

Scene data can be copied to the GPU device memory before the rendering cycle. The spatial 

distribution method used by the system architecture allows this optimisation by making sure a 

minimal number of leaf nodes need to update their scene geometry at any one time (i.e. the nodes in 

which a player’s character travels between). 

Another way to prevent unnecessary copying of data from the host to the device is to use libraries 

designed to use the GPU's parallel computing capability to generate a set of data. CURAND is a 

library provided by Nvidia which uses CUDA to concurrently fill an array with pseudorandom data 

(Sol, 2012). This would provide random directions for the photon-generating kernel when by the 

master unit to emit the initial photons. 
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3.3 Algorithms 

Algorithm 1 – Frame Cycle 

 

Input: 
List of computing units, Dest (Range: master + slave 1 + … + slave n-1 + slave n) 

List of k-d tree leaf nodes which bound slave units and buffers, Leaf (Range: Dest) 

List of photon buffers, Buffer (Range: Dest) 
List of photon hit buffers, MapBuffer (Range: Dest) 

Output: List of photon hits (the photon map), Map 

 
For each unit in Dest: 

 If (unit == master): 

Generate list of photons, P, for each light source. 
For each photon in P: 

  Traverse k-d tree and intersect with nodes in Leaf 

  If: No intersection found: 

   Discard photon 

  Else: 
   For closest node in nodes: 

    Add photon to Buffer[slave  closest node] 
 

 For each slave in Dest: 

  While (Buffer[slave] != 0): 

   Send Buffer[slave] to slave 
   Receive new Buffer[slave] from slave 

   Receive new MapBuffer[slave] from slave 

   For each photon in new Buffer[slave]: 
    Traverse k-d tree and intersect with nodes in Leaf 

    If: Intersects scene boundary: 

     Discard photon 
    Else if: Bounce limit is reached 

     Discard photon 

    Else: Intersects 

     For closest node from photon origin in nodes: 
      Add photon to new Buffer[slave] 

   For each hit in MapBuffer[slave]: 

    Add to Map 
 

If (unit == slave): 

 While (Buffer[slave] != 0): 
  Receive Buffer[slave] from master 

  For each photon in Buffer[slave]: 

   Traverse BVH and objects in subpartition 

   If: Intersects scene boundary: 
    Add to new Buffer[slave] 

   Else if: Bounce limit is reached 

    Discard photon 
   Else if: Intersects specular material 

    Add to new Buffer[slave] 

   Else: Intersects diffuse material 

    Compute photon hit 
    Add hit to MapBuffer[slave] 

  Send new Buffer[slave] to master 

  Send new MapBuffer[slave] to master 
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4. TECHNICAL IMPLEMENTATION  
The development process will be iterative: the algorithm will be designed in conjunction with the 

software as it develops to make sure all conditions and paths are covered. Not every weakness will be 

found, however: Analysis of the results should identify improvements which could be made to the 

system design for future development and further testing. 

4.1 HARDWARE 

4.1.1 Virtual Environment 

To emulate a large network for task distribution, eight virtual machines are configured on Machine 

Alpha to measure how the number of machines affects the frame cycle. MPICH is used for the 

message passing components. A GPU-supporting hypervisor is not yet commonly available, so 

kernels cannot be usefully emulated in this environment.  

4.1.2 Real-World Environment 

 

Fig. 4 - Heterogeneous Beowulf Cluster (Sadashiv & Kumar, 2011) 

The physical setup built for this project is limited in terms of scaling, can simulate the task 

distribution on a Gigabit Ethernet switch rather than the virtualised network. Each computer differs in 

CPU, GPU and memory (Fig. 4 - Heterogeneous Beowulf Cluster) and therefore represents 

heterogeneous architecture. The task distribution bandwidth code is tested on this after the scaling 

analysis to observe what sort of frame rates would be feasible using the system architecture. 

4.2 SOFTWARE 

GPGPU kernels could be simulated on the virtual environment, but the CPU simply would not 

provide enough throughput to be relevant. The parameters are therefore limited to task distribution 

and without kernel influences, the distribution must be simulated using a worst-case scenario. The 

virtual environment didn't allow for GPGPU kernels to be simulated and process photons based on 

specular BRDF models, meaning a worst-case-scenario could not be generated: a room full of 
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reflective and refractive spheres. This would cause bounces to repeat infinitely until they meet their 

bounce limit against a diffuse BRDF. 

The MPI message passing protocol (Barney, 2012) will be used within in a C++ environment for 

simulating and testing the bandwidth requirements of task distribution. The design of the system 

architecture recommends the use of asynchronous functions in combination with a forced 

synchronisation at the end of each frame cycle. Because GPGPU kernels are not simulated, no slave 

will be occupied with a set of processing. Therefore asynchronous MPI methods are not necessary for 

this implementation. 

Despite the lack of success with GPGPU technology in the virtual environment, a rendering cycle was 

implemented with success on a real cluster of two computers using the Nvidia CUDA architecture 

combined with OpenGL (OpenGL, 2013) and MPICH (MPICH, 2013). OpenGL allows its display 

function to be programmed and therefore allow synchronous calls to CUDA kernels during the 

rendering process. Because OpenGL and CUDA operate on the graphics hardware, the CUDA 

architecture makes it easy to map texture memory (Farber, 2010). As part of the rendering cycle, a 

CUDA kernel was successfully created to draw to an OpenGL Pixel Buffer Object (PBO) and update 

it each frame. The OpenGL display function also allows MPI calls to be made, so long as they are 

blocking or use the MPI_Barrier() function after asynchronous calls. While not generating any data, 

this proves that future development can lead to a fully functional real-time rendering engine using 

these three technologies. 

5. EVALUATION 

5.1 METRICS 

Every photon bounces in an enclosed room. Due to redistribution of bounces, a single loop will only 

gather at most twice the amount of data sent to a slave in return. In a single frame, however, the 

number of photon hits for the photon map will necessarily equal the number of emitted photons 

multiplied by the bounce depth. The task distribution simulation will therefore assume the worst-case 

scenario for a scene containing entirely diffuse objects: every photon sent to a slave unit will require 

nearly twice the bandwidth to be returned with its corresponding hit before. 

For example: assuming a maximum bounce depth of three, a thousand photons sent to a slave unit will 

return with a thousand bounced photons and a thousand photon map hits. 
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Fig. 5 - Task Passing (for 1000 photons with 3 bounces) 

Over the inter-frame cycle, this would result in 11,000 data elements transferred in total for every 

1000 photons (Fig. 5 - Task Passing). This creates a bottleneck in the system architecture. For future 

development the architecture should be revised to allow slave units to redistribute bounces to other 

slave nodes through the switch, reducing the demand on the master unit. 

This makes task distribution an enormous priority in testing the speed of each cycle. As part of the 

system architecture, each task distribution cycle completes within a single frame of the overall 

rendering pipeline. Therefore the number of cycles per second will be defined as the frame rate, 

measured in frames per second (FPS). 

5.1.1 Hardware scaling 

As the number of computers is increased, the distribution of tasks becomes more parallelised and 

allows more tasks to be completed at the same time and therefore speed up the computation. In 

opposition to this speed-up is the bandwidth imposed by communication over a network. Latency 

refers to the time taken to pass an empty message over the network and is created by the various 

initialisation and processing stages of components in the distributed environment (Mattson, et al., 

2005, pp. 18-21). This generates an inherent overhead in any network communication, so in theory 

more machines in the network will increase the time of the cycle. 

Therefore for each configuration of the system (the number of photons), there should be an optimal 

distribution among the machines which balances the advantages of the divide-and-conquer method 

with the increasing latency imposed by using more machines. A range of emitted photons will 

therefore be plotted against a range of machines available for parallel processing in the distributed 

system in order to analyse the best configuration for real-time Global Illumination. 

5.1.2 Scene scaling 

In the system architecture, the total number of emitted photons is distributed among the computing 

units. To simulate a worst-case scenario in an environment consisting of diffuse materials, every 

scene is assumed to bounce all photons which are then completely redistributed until they meet their 

bounce depth limit. 

1. Send   1000 photons (bounces = 0) 

 

2. Recv  1000 bounced photons 

3. Recv  1000 hits 

 

4. Send  1000 bounced photons (bounces = 1) 

 

5. Recv  1000 bounced photons 

6. Send  1000 hits 

 

7. Send  1000 bounced photons (bounces = 2) 
 

8. Recv  1000 bounced photons 

9. Recv  1000 hits 

 

10. Send  1000 bounced photons (bounces = 3) 

 

11. Recv  1000 hits 
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When testing the hardware scaling, aspects of the environment should be adapted in order to find the 

best combination of machine count and photon count. The number of photons will be altered for each 

simulation inside a suitable range: For traditional photon mapping and ISPM, combination with direct 

illumination produces results of reasonable quality using 10,000 photons (Jensen, 2001, p. 89). 

McGuire and Luebke’s (2009) ISPM scene example uses 20,000 samples. The benchmark range will 

therefore cover 1000-20000 photons in order to see where the optimum efficiency lies. The number of 

bounces will be set to 3, because is used by McGuire and Luebke’s (2009) scene, and will be defined 

as a constant. 

5.1.3 Parameters 

Number of machines 

Number of photons 

Table 2 – Variables 

Photon bounce depth limit 

Table 3 - Constants 

5.1.4 Metrics 

Metric Unit 

Average time per frame Milliseconds (ms) 

Frame rate Frames per second (FPS) 

Table 4 - Metrics 

In order to gather these metrics (Table 4 - Metrics), the frame cycle will run ten times to find the 

average time taken for each frame, and the number of frames which would complete within a second 

to give the frame rate. 
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5.2 RESULTS AND ANALYSIS 

5.2.1 Virtual Environment 

Frames per second (FPS) - Bounce Depth 3 

  1 2 3 4 5 6 7 8 

1000 100.02 66.23 44.01 32.62 26.02 22.64 19.13 13.50 

2000 57.57 49.91 39.85 30.82 23.63 21.35 17.52 13.05 

3000 36.26 37.59 34.33 29.20 23.04 19.81 16.24 12.32 

4000 35.75 32.82 26.05 25.06 22.60 19.60 15.78 9.49 

5000 16.18 26.95 23.11 18.90 19.39 18.15 16.01 10.96 

6000 15.48 24.62 21.34 18.36 15.89 16.10 15.05 6.53 

7000 20.77 21.00 18.39 17.45 14.88 13.40 13.35 10.98 

8000 18.65 16.83 17.58 16.33 14.45 12.73 10.76 8.68 

9000 16.66 16.72 15.87 13.89 13.04 11.91 10.30 5.85 

10000 14.20 13.64 14.39 12.81 12.71 10.89 9.71 6.29 

11000 12.50 14.65 14.02 12.90 11.75 10.74 8.69 3.80 

12000 9.37 12.62 13.05 12.13 10.39 9.65 8.88 4.50 

13000 11.58 12.39 11.84 11.29 10.69 8.69 8.35 5.04 

14000 9.27 11.06 10.94 10.34 10.28 8.87 8.23 4.06 

15000 9.32 9.58 10.46 10.38 9.69 8.40 7.17 2.83 

16000 9.40 9.27 9.99 9.94 8.32 7.24 6.60 4.22 

17000 7.20 8.48 9.64 8.90 8.22 7.89 6.94 3.63 

18000 8.51 7.73 8.81 8.83 8.00 7.61 6.70 3.41 

19000 6.87 8.30 8.23 8.32 7.94 7.11 5.27 3.17 

20000 6.79 7.37 7.95 7.66 5.44 6.83 5.63 2.00 
Table 5 - Frame rates for virtual environment 
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Graph. 1 - Frame rates for virtual environment 

Amdahl's law can be used to deduce the percentage of speedup due to parallelisable components. The 

law assumes that the problem is the same size over a variable number of processors. This is one way 

to test a problem: how is the speedup of a specific problem when more nodes are added. This tests the 

'scalability' of the hybrid system itself. 

 There is, however, an alternative way of testing the system in that the problem itself can be 

scaled. One example is the case of a GI-enabled 3D scene: if the scene is made bigger and denser, it 

will render at the same time, which doesn't look that impressive under Amdahl's law. For this reason, 

Amdahl's Law can be reformulated to give a picture of the processing power gained with Gustafson's 

Law (Mattson, et al., 2005, pp. 18-21). 

 It can be deduced from Graph. 1 (Frame rates for virtual environment) that smaller sets of 

data do not parallelise as well on more machines, and so very high frame rates cannot be achieved. As 

the simulation provides no processing tasks for the machines, it can be assumed that the slowdown is 

created due to network overhead. The frame rate decays exponentially as machines are increased for 

when the photon count is small. The frame rate for a large number of photons begins low (around 6 

FPS) and maintains a constant frame rate as the number of machines increases. 

This indicates that a small number of tasks do not parallelise efficiently as computing units are added. 

Toward the upper end of photon counts, both lowest and highest machine counts produce a constant 

frame rate of around 6 FPS. This is a fraction of the satisfactory frame rate required for games. 

Machines counts between 1 and 3 are able to support a frame rate of at least 20 FPS for photon counts 

above 5,000. This does not match the number of photons used by McGuire and Luebke (2009): 

20,000 and Jensen (2001): 10,000 to produce satisfactory image quality when combined with direct 
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illumination. The virtual network may have a limited throughput compared to a real-world network 

using Gigabit Ethernet, so a sample of the parameters will be tested on a physical configuration. 

Existing research (Pasek, 2012) shows that there is a significant performance gain using more than 

one computing units in a cluster, but when the data throughput is high the efficiency drops rapidly 

because the latency of network overhead diminishes the performance gained by parallel processing. 

These results match that trend. 

Average time for each frame (ms) - Bounce Depth 3 

  1 2 3 4 5 6 7 8 

1000 10 17 23 31 40 45 51 69 

2000 16 20 24 32 41 45 56 73 

3000 39 26 29 36 43 49 60 82 

4000 27 31 38 40 42 51 68 79 

5000 53 36 43 53 52 53 63 77 

6000 53 41 47 54 67 62 66 155 

7000 46 47 54 57 69 76 77 98 

8000 53 58 56 62 69 79 98 92 

9000 63 60 60 71 90 87 94 133 

10000 73 65 69 79 76 91 107 589 

11000 72 65 71 76 88 95 100 471 

12000 86 77 79 81 96 116 113 161 

13000 85 80 85 89 95 113 112 194 

14000 91 89 91 95 97 113 125 378 

15000 97 97 95 95 103 112 144 358 

16000 107 100 100 99 114 115 146 262 

17000 119 109 103 111 113 127 159 386 

18000 116 119 112 113 126 132 150 276 

19000 205 120 122 119 126 141 209 241 

20000 181 126 124 131 158 147 168 485 
Table 6 - Average time (ms) for each frame in cycle 
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Graph 2 - Average time (ms) for each frame in cycle 

Graph 1 shows that for most machines the time required to process each frame increases linearly, i.e. 

the rate changes drastically for eight machines, which suggests a serious bottleneck when using that 

many machines in the server-client system. Alternatively the virtual machines ran out of system 

memory, illustrating the need for real-world testing.  

5.2.2 Real-World Environment 

The real-world environment only includes one other computer (out of a total of two), but the curve of 

the graph can be compared with the curve for the virtual environment’s ‘1 machine’ parameter to see 

if the network speed is accurately portrayed. 

0

100

200

300

400

500

600

700

10
00

20
00

30
00

40
00

50
00

60
00

70
00

80
00

90
00

10
00

0

11
00

0

12
00

0

13
00

0

14
00

0

15
00

0

16
00

0

17
00

0

18
00

0

19
00

0

20
00

0

1

2

3

4

5

6

7

8

Frames per second (FPS) – Bounce Depth 3 
Fr

am
e 

ra
te

 (
FP

S)
 

N
o

. o
f m

ach
in

es 

No. of photons 



23 
 

 

Graph 3 - Comparison of decay rates for ‘1 machine’ virtual environment and Machine Alpha 

As can be seen in Table 6, both frame rates show an exponential decay. The only significant 

difference is that the real-world system performs significantly slower. Because the virtual 

environment is computed within one computer, it is only restrained by its own memory and 

processing speed in this case and therefore should not be considered an accurate portrayal of a 

network.  

6. CONCLUSION 
Using a spatial distribution method for photon mapping is shown to have exceedingly high data 

throughput and therefore high bandwidth demands, especially when the system architecture uses a 

server-client model (PPM). The results found as part of this simulation match the trend and show that 

the algorithm designed as part of the system architecture (Algorithm 1) is most efficient on a small 

cluster which contain massively-parallel GPUs. The high-speed data transferring capabilities of the 

shared memory architecture is more conducive to handling the thousands of photons which need to be 

processed each frame. 

The message passing process as part of the distributed memory component of the hybrid system is too 

slow for real-time visualisation when using a server-client model. A revision of the algorithm 

(Algorithm 1) could allow each slave unit to redistribute bounced photons to other slave units and 

bypass the master to reduce the bottleneck. This would require each slave unit to contain a copy of the 

k-d tree for the entire scene. Splitting planes in the tree are assumed to not need adjusting so the 

structure of the tree itself can be sent before the rendering cycle and thus use no bandwidth. Very 

mobile elements in the scene such as the player’s character are transferred between leaf nodes when 

they move between their current subpartition’s boundary, however, so every slave unit would have to 

be informed of this reallocation. It is predicted that the benefit of removing the bottleneck from the 

master unit will counteract the additional bandwidth required to signal an element of the scene to be 

reallocated in every slave unit. 
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The lack of scalable real-world testing environment makes extrapolation difficult. The system 

architecture has shown successful implementation in an arbitrary number of virtual machines, and on 

a small real-world cluster of two computers with GPU devices. It is therefore ready for testing on a 

larger real-world cluster and future work would include adding GPGPU kernels for photon 

intersection and BRDF calculation. Another kernel can be added to use the gathered photon map after 

each frame cycle and render it to a PBO to produce a rendering system based on the distributed 

algorithm designed and implemented in this project. 

The test using a single machine (Graph 1) appears to suggest that one computer will be best, but it is 

in fact limited to showing that the bandwidth is lowest at the point. The frame rate for computers of 1-

3 therefore would allow for a functioning implementation of an interactive GI-enabled visualisation 

on a hybrid distributed system, assuming that the GPU processing aspects can complete within a 

sufficiently small time frame as well as the task distribution data transfer. For future work, therefore, 

the implementation should be developed with the GPU kernels to test a hybrid distributed system of 

up to 3 computers but no more. 
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