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Abstract— Methods of simulating photorealistic lighting, such 

as global illumination, have traditionally been restricted to the 

domain of expensive High Performance Computing (HPC) 

clusters. HPC is increasingly more accessible due to the 

proliferation of computing-on-demand cloud services and 

general-purpose GPU (GPGPU) architectures. To create realistic 

games, SME-size game developers can use a game engine 

designed to work on a cloud computing cluster in order to 

produce a game for a cloud gaming service. This paper analyses 

the benefits and liabilities associated with private and public 

clouds in connection with a game developer’s enterprise 
architecture. 

Index Terms— HPC, GPGPU, SME, global illumination, cloud 

computing, cloud gaming, strategic alignment. 

I. INTRODUCTION 

There is a demand for increased realism in three-

dimensional computer games developed by game developer 

companies in the small-to-medium enterprise size range (SME) 

(Ritschel, et al., 2012). 3D scenes in a game are made up of 

environments, props and characters whose surfaces are 

represented by a mesh of triangles. The mesh is rendered by the 
game engine using shading information and textures to depict a 

virtual scene. Realism has been traditionally improved by 

increasing the detail of the triangle meshes and images used as 

textures, but recent Graphics Processing Unit (GPU) 

architecture has been developed to provide a programmable 

shader to give programmers more control over the rendering 

pipeline (Lindholm, et al., 2008). The pixel-shader component, 

for example, allows a programmer to simulate advanced 

lighting effects. 

The GPU must render the scene many times a second (60 

frames per second is optimal) for animation and interactive 

gameplay. To do this the architecture makes use of hundreds of 

parallel streaming processor cores executing thousands of 

threads (Nickolls & Dally, 2010). Areas which traditionally use 

High Performance Computing (HPC), such as medical 
imaging, computer-aided-design, filmmaking and other forms 

of computer visualisation, exploit the power of parallel 

processing as well (Nvidia, 2013). Graphics hardware 

companies such as Nvidia and AMD recognised that the 

programmable shader architecture could be adapted for general 

computing problems traditionally in the HPC domain and 

created standardised architectures for general-purpose 
computing on GPU devices. This created a new domain 

collectively known as general-purpose GPU: GPGPU (Nickolls 

& Dally, 2010). CUDA is a GPGPU development toolkit and 

architecture by Nvidia (Nickolls, et al., 2008). OpenCL is a 

GPGPU programming library by AMD (Kindratenko, et al., 

2009). 

TABLE I.  NVIDIA CUDA ARCHITECTURE DEVELOPMENT 

Year GPU Transistors CUDA Cores 

2006 GeForce 8800
a
 681 million 128 

2008 GeForce GTX 280
b
 1.4 billion 240 

2012 GeForce GTX 680
c
 3.54 billion 1536 

a., b. (Nickolls & Dally, 2010). c. (Weller, 2012). 

Multiple GPU devices can be installed in a single 

computing node, as is the case with Nvidia’s Tesla Personal 

Supercomputer (Gurney, 2009). Because each GPU can be 

seen as a distinct computing node, a single workstation can be 

treated as a computing cluster. If an SME has a computing 

problem that is conducive to GPU parallel processing, then the 

domain of HPC becomes more affordable and maintainable as 

the HPC cluster would require far fewer individual machines 

(Nickolls & Dally, 2010). 

A method of creating highly realistic lighting in a game 

environment is global illumination (GI), which uses a physics-

based model of light to compute realistic light scattering over a 

scene. This has an advantage over rasterising techniques 

currently employed in games in that it easily simulates realistic 

light effects such as reflection, refraction, colour bleeding and 
caustics (Ritschel, et al., 2012). The downside is that it requires 

vastly more parallel processing power in comparison with 

rasterisation and has therefore not been considered as an 

interactive rendering method until recently (Kadir & Khan, 

2008). Now GPUs are an essential component of private HPC 

clusters as well as some notable public IaaS cloud providers 

such as Amazon EC2 (Amazon.com, Inc, 2013) and Nvidia 



 

GRID (Nvidia, 2013), HPC computer visualisation techniques 

such as GI are more available to game developers and players 

(Kindratenko, et al., 2009). 

Cloud gaming providers such as OnLive offer the 

infrastructure to serve realistic games to many players 

simultaneously (Red Bull Company Limited, 2013). A 

company wanting to develop a game for a cloud gaming 

service needs an IT infrastructure with the capability of 

running a GI-based game engine. Two options are available to 
the company: create and maintain a private cloud computing 

cluster or subscribe to a public cloud computing service. 

Private computing clusters are often connected via Gigabit 

Ethernet and remain a popular method for HPC (Sadashiv & 

Kumar, 2011). Public cloud services come in three forms: 

Software-as-a-Service (SaaS), Platform-as-a-Service (PaaS) 

and Infrastructure-as-a-Service (IaaS) (Dillon, et al., 2010). 

While a cloud gaming provider might one day offer a 

preconfigured game engine as PaaS or SaaS, no such offering 

currently exists, so it is assumed that a game developer will 

subscribe to an IaaS model in order to install their own 

operating system (OS) and game engine. 

In the Strategic Alignment model for business-IT 

alignment, IT governance roles such as the Chief Information 
Officer have a duty to make sure the elements of the 

Information and Technical Architecture such as software, 

hardware, networks and data management are cohesively 

aligned with business objectives and with the interests of 

stakeholders involved (development staff, game publishers, 

and managers) (Chebrolu, 2011). It is important to compare 

these two options and determine their aptness for integration in 

a game developer’s enterprise architecture.  

Fig. 1.  Network hierarchy of a hybrid distributed system. 

II. DISCUSSION 

A. Demands of a Photorealistic Game Engine 

GI techniques often involve “firing” rays around a scene to 

traverse objects within the 3D scene and return lighting 

information (Reinhard, 1999). A single render requires millions 

of rays to be scattered via message-passing throughout the 

distributed system. Each machine on the network contains a 

subpartition of the overall scene and receives a batch of rays to 

process with its GPU. The game engine will therefore have a 

high demand on the available bandwidth in a distributed 

system in order to maintain an interactive framerate (Wald, et 

al., 2001). 
It is easy to benchmark the available bandwidth in a public 

cloud and in a private cloud, and therefore predict their 

capability of running the engine (Wragg, 2013). The 

massively-parallel shared-memory architecture of the GPU is 

highly conducive to the GI rendering problem, and when 
included in a distributed system cut down the number of 

machines required for interactive results (Ross, 2009). Using 

any more than two machines on the distributed-memory layer 

of the network hierarchy causes the computing efficiency of 

each machine to decrease due to increased latency over the 

Ethernet connections (Pasek, 2012). 

There is, however, a use for having more than two 

machines: redundancy, a principle of cloud computing 

(Chebrolu, 2011). The game engine can use dynamic load 

balancing in order to redistribute tasks: the same scene 

subpartition can be allocated on two separate machines 

(Reinhard, 1999). This way bounced rays can be redistributed 

to another machine for further processing, while the GPU can 

process queued tasks suited for synchronous batch processing 
(Karunadasa & Ranasinghe, 2009). Exploiting such 

asynchrony is a method of hiding latency by keeping each 

machine on the system as busy as possible. 

A GI-based game engine system architecture would 

therefore require a very small cluster of GPU-enabled 

computers, but with the flexibility to add more computers for 

the benefits of redundancy and latency hiding. 

B. Demands of a Game Developer 

1) Technical Infrastructure 

Public cloud computing services share the paradigm of IT-

as-a-Service: the ability to rapidly provision IT resources and 

be able to offer these resources to a client under a standardised 

on-demand payment model (Chebrolu, 2011). To allow for 

flexible rescaling of resources to many clients, public cloud 

computing services tend to make use of virtualisation software. 

This creates a layer of abstraction between the system software 
and the underlying hardware and allows both aspects to be 

modified independently of each-other. 

Because public cloud services cater to the demands of 
many clients, they operate on an economy of scale: the price of 

commodity hardware decreases as more components are 

purchased (Catteddu & Hogben, 2010, p. 17). Private clouds do 

not experience the same benefit of predictable and scalable 

pricing, and so would be out of bounds for a game developer 

unless they use a very small cluster. Cloud gaming services 

need many computers in their cluster in order to meet the 

demand of many gaming customers connecting to play at the 

same time. A much smaller cluster would be able to run a 

single instance of the game engine for development purposes 

and in turn produce a finished game fit for a cloud gaming 

service. 

A small private cluster might be an appealing investment, 

but public clouds offer safety in numbers: while a game 



developer might be able to afford a cluster of two machines for 

a private cloud, duplicating the resources to create redundancy 

would double the expense of the investment. The benefit of a 

public cloud computing service is that the provider has a 

specialised architecture and business model to rescale 

resources on demand which a game developer would not have 

access to (Chebrolu, 2011). 

Not all the benefits of public clouds are necessarily 

attributable to the IaaS model. The cost of implementing the 
physical hardware and networking in the game development 

company are reduced, but IaaS is similar in function to a 

colocated server. The game developer will still have to hire 

staff to install and administer the operating system and game 

engine, unlike PaaS which  typically provides an API the 

developers can use directly (Dillon, et al., 2010). IaaS public 

cloud services are not as cost-effective as PaaS in this regard. 

Using a public cloud would require a great deal of internet 

bandwidth to transfer the ray-traversing tasks data back and 

forth each frame, as well as the cost of synchronising scene 

resources (like high-resolution textures) each time the 

developers want to test the gameplay. Instead of investing in 

network and hardware resources for a private cluster, the game 

developer would have to invest in an internet connection which 

allows for large and frequent data transfer. 

2) Data Confidentiality & Security 

An SME developing a game owns data assets such as 

software code, game art and other documents pertaining to 

their development process and staff. The management would 

consider it a competitive disadvantage if these assets were to 

escape their control and be exploited by other organisations or 
individuals. The risks in using a public cloud concern the cloud 

provider’s governance and infrastructure (Catteddu & Hogben, 

2010). 

Data confidentiality concerns the extent to which a public 

cloud provider’s governance is able to guarantee privacy. The 

public cloud provider may have more financial resources 

available to hire better technical security staff than the game 

developer, but a third-party security agency would not share 

the same terms and conditions the game developer agreed to 

and therefore not be held to the same accountability for data 

that goes astray. The cloud provider's own staff may also be a 

liability: because the provider is known to host a number of 

clients' work, employees are a target for social engineering and 

manipulation as part of a ploy to release data. 

Data security concerns the technical aspects of 

infrastructure penetration. Other users of the cloud might 

exploit vulnerabilities in the virtualisation software in order to 
gain unauthorised access to virtual machines owned by other 

clients. Login data may be intercepted in transit by a body 

outside of the cloud service via packet sniffing. These risks are 

negligible for a game developer using a private cloud: the data 

is never in transit over the internet, and the hardware is not 

shared by unrelated organisations. The public cloud service 

provider may have the resources to hire better security staff for 

their hardware, which could be a benefit for a game developer. 

Data confidentiality, on the other hand, will always be at a 

greater risk with a public cloud. 

3) Service Availability 

Because one computer in a cluster might be shared among 

multiple clients, if one client uses the cloud for malicious 

purposes the hardware may be confiscated for police 

investigation (Catteddu & Hogben, 2010). This would not only 

put the data in the hands of an unauthorised third party, but 

would also prevent the company from being able to work on 

the game at least temporarily. Game developers often work for 

a deadline imposed by a publishing company. Removing the 

company's ability to quickly respond to reduced functionality is 

a risk created by using a public cloud. 

A public cloud provider is more apt at rescaling resources 

for a game developer’s needs. The speed at which this can be 
deployed is a point to consider for game developers working 

under deadlines. Investing in a private cloud would give the 

company more control over the speed at which they can deploy 

new hardware, even though it will incur a greater one-off 

payment (Sadashiv & Kumar, 2011). 

Vendor lock-in has been pointed out as a risk for clients 

using PaaS and SaaS systems, as there is currently little 

standardisation in the APIs and environments making it 

difficult for a company to easily port their data (Chebrolu, 

2011). Because it is assumed a game developer will use IaaS 

and install their own OS and game engine, there is little risk of 

vendor lock-in. The speed at which they can re-upload their OS 

and game engine to another cloud provider in time to meet a 

deadline remains a risk. 

III. CONCLUSION 

The question of whether a game developer should invest in 

setting up a private cloud versus subscribing to a public cloud 
service can be seen as weighing up the risk of data security and 

service availability with that of financial cost. It has been 

shown that utilising a public cloud service would create 

considerably more risks than a private cloud: copyrighted and 

undisclosed game assets are more of a target on public systems. 

Even if the public cloud provider can afford better security 

staff, the shared environment creates more vulnerabilities and 

might expose assets to third parties. 

It has been shown that the game engine works best on a 

small cluster of computers with GPU devices. The public cloud 

model makes economic sense if a company needs access to 

dozens of machines. If the game company can invest in a 

private cluster of two-to-four machines, then the public cloud 

service would not be worth paying for on a regular basis. 

Therefore public cloud services should be reserved for 

cloud gaming-based publishers who will stream finished games 

to many players simultaneously, and are not suitable for use by 
a game developer working on a game in development. The 

cloud gaming service Nvidia GRID, for example, uses 

virtualisation technology for its GPU resources which would 

allow a game developer to more readily transfer their 

developed game from a private cloud to a public cloud gaming 

service. 
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