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A discussion on how the distinction between systems programming and application 

programming has changed with the increasing functionality of computer hardware and the 

drive to make computers easier to use. 

 

 

Abstract 

 

The distinction between systems programming and application programming is defined and set up to 

start a discussion on how the evolution of computer hardware functionality and drive to make 
computers easier to use has affected the two areas of programming. The evolution of software’s ease-

of-use is shown to be intrinsically tied to the hardware functionality, where functionality ranges from 

simple clock speed, to mobile form factors and large networks. The question is asked in each area: In 
what way does the domain of application programming have to cross into the domain of systems 

programming in order to increase the ease-of-use of the computer, and in what way the hardware 

functionality requires that to happen. 

 

Introduction 

 

Systems programming and application programming can be seen as two domains which traditionally 
handle different requirements in a computer system. Talking to the underlying hardware is the job of 

systems programming languages, such as C and C++, which were designed as an abstraction to very 

low-level programming language: assembly code. Such languages are used to write device drivers and 
low-level operating system components such as the kernel, as well as other system tools which can be 

used by programmers and other software (Ousterhout, 1998, p. 23). Application programming is 

traditionally concerned with providing a software application to an end-user and assumes that the 

systems programming has already been done to create the necessary libraries and APIs to provide 
calls to the underlying operating system and hardware (Ousterhout, 1998, p. 24). 

The distinction between the domains of software programming and application programming 

will be discussed below in relation to how the functionality of hardware has evolved and the drive to 
make computers easier to use. 

 

Discussion 

 
A crucial change in hardware functionality was that of increasing CPU clock speed, as 

predicted by Moore’s Law (Schaller, 1997, p. 53). Coupled with an increase in RAM capacity, 

application developers have been able to make use of higher-level “managed” languages such as Java 
and C# (Ousterhout, 1998, p. 23). These languages run within a Common Language Runtime (CLR) 

which creates a layer of abstraction over the underlying system hardware and provide services such as 

memory management and garbage collection (Zaugg, 2008). The increased awareness and intelligence 
of the runtime environment uses more hardware resources, but due to the increased functionality of 

the computer hardware, application developers are able to use them for increasingly demanding end-

user software (Ousterhout, 1998, p. 23). 

The contrast is clear: system developers create the runtime environment and libraries, and 
application developers are relieved of having implement code for idiosyncrasies in the underlying 

system so they can write code one time for different architectures and focus on the usability and 

accessibility of their software. However, hardware functionality is not just a matter of raw CPU clock 
speed. As the speed of the processor increases it becomes less energy-efficient to power and cool 

(Inside Story: Parallel bars, 2011), so manufacturers such as Intel have increased hardware 

functionality by adding more processing cores to the die, which programmers can exploit via 
multithreading (Apple Inc., 2010). 

Traditionally the development behind mainstream application software took a sequential 

thought-process, whereas concurrently-running threads were the domain of specialist computer 
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systems such as super computers and grid computing (Inside Story: Parallel bars, 2011). Due to the 

prevalence of multicore processors, application developers have to think about how to properly 
implement threading, which has typically been in the domain of systems programming.  

The level of depth the application programmer must penetrate is a matter of discussion, 

however. D. August argues that application programmers do not need explicit knowledge of parallel 

programming, and should be able to rely on algorithm libraries created by systems programmers 
which handle the problem of parallel programming themselves (August, Pingali, Chiou, Sendag, & 

Yi, 2010, p. 10). August states that the time an application programmer would spend trying to make a 

specific application explicitly parallel would be better spent making better system tools such as 
compilers that detect and implement threading automatically (August, Pingali, Chiou, Sendag, & Yi, 

2010, p. 5). This would put application and systems programming in their more traditionally 

distinguished positions, but currently threading is dependent on the underlying hardware and adds 
complexity to the code (Apple Inc., 2010). Therefore, in spite of August’s statement, application 

developers currently have to take notice of traditionally systems programming aspects in the code 

(August, Pingali, Chiou, Sendag, & Yi, 2010, p. 8). 

The mobile tablet form factor is another evolution in hardware functionality, which is built 
with the aim of providing a more accessible and usable computer experience where a traditional PC or 

laptop would be impractical or difficult to use in certain situations (i.e. they are highly portable and 

provide a more intuitive “touch” interface) (Sinofsky, Enabling accessibility, 2012). Microsoft, for 
example, dictates the use of consistent style guidelines and uniform accessibility resources in their 

Windows Store “app” framework. This allows application programmers to easily draw on the 

resources created by systems programmers and produce uniform accessibility options for people with 
disabilities, thus distinguishing the traditional roles once more (Sinofsky, Enabling accessibility, 

2012). 

The tablet form factor favours strong programming framework abstraction in general due to 

having a conservative battery life. The system software must provide checks on how the resources are 
used to maximise efficiency, as excessive CPU clock cycles require more power (Sinofsky, Building a 

power-smart general-purpose Windows, 2011). For example, Windows 8 provides a power 

management framework as part of the systems programming. The framework creates a layer of 
abstraction between the application programming and the Windows APIs and libraries, and uses 

background tasks to ensure the application remains responsive to the end-user while using power 

efficiently (Sinofsky, Building a power-smart general-purpose Windows, 2011). Here the distinction 

between the systems programming and the application programming appears even more distinct, with 
the Windows Runtime (WinRT) framework providing a higher level of abstraction than Windows had 

before. For instance, application developers do not have to call Windows API functions natively, they 

can make use of  “projections”, which allow the use of different programming languages in order to 
access the same Windows resources provided by systems programmers (Cleeren, 2012). 

One part of usability on the mobile platform is ensuring the user has a responsive interface. 

This has necessitated the use of asynchrony in Windows Store apps (Olson, 2012). Asynchrony works 
within a mindset similar to that of threading on multiple cores in that it allows one part of the program 

to run separately to another part (Olson, 2012). In the case of Windows Store apps, any call longer 

than 50 ms is considered to be asynchronous and the application will no longer wait for a response so 

as to not make the interface unresponsive (Cleeren, 2012). As it forces the application developer to 
think about the parallelisation of procedures in code, traditionally the domain of systems 

programming, the line is blurred once more. The Windows Runtime framework provides a “parallel 

patterns” library in order to help application developers write concurrent code (Olson, 2012), so the 
line is a long way from being demolished completely. 

A particularly common use of asynchrony within a Windows Store app is to access a web-

based resource. As connectivity on the mobile platform can be intermittent, asynchrony can be used to 
make sure the application does not stall when downloading a large file or waiting for a cloud-

computing-based service to respond (Olson, 2012).  
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Cloud-based computing services are an increasingly accessible resource for application 

developers who wish to create web-based software or simply exploit the processing capability of a 
parallelised network of computers. Data centres favour strong virtualisation methods to ensure the 

system software can be easily ported and isolated, because they run homogenous or heterogeneous 

distributed systems which need to be flexible and expandable (Abts & Felderman, 2012, pp. 49-50). 

This allows the system developers to create a consistent and strongly abstracted programming 
environment by removing hardware and platform dependencies (Rosenblum, 2004, p. 36). 

Traditionally, the application programmer would have to take into account certain hardware and 

platform idiosyncrasies, and thus cloud computing distinguishes the line between systems 
programming and application by way of virtualisation and abstraction. The systems programming 

supports the underlying distributed system and abstracts the hardware resources so that the application 

programming can focus on providing a more uniform and featured experience for the end-user 
(Weaver, 2012). 

Another hardware change the application developer is forced to take into consideration is that 

of the jump from 32-bit processing to 64-bit processing on the Intel x86 architecture. The change was 

needed to ensure that a higher range of memory could be addressed, as necessitated by the increase in 
RAM capacity in mainstream computer systems. It is true that 64-bit versions of Windows have 

support for most 32-bit applications (Wasson, 2005, p. 1), but the application developer must be 

concerned with updating the application code if it is to address more than 3 GB of memory (Microsoft 
Corporation, 2012). In order to update the code, however, the application developer must take notice 

of new data types. For example, in the Windows API, the standard data type names are not 

automatically updated to their 64-bit variants, and must be changed by the application programmer. 
This demand is only put on the application programmer who uses a natively-compiling language such 

as C or C++. If they use a managed-code environment or a cloud-based API, the system developer has 

already provided the necessary links to the underlying hardware already, and thus the distinction 

between systems programming and application programming is clear. 

 

Conclusion 

 
Through these changes in hardware functionality, one can see a cycle in how it progressively 

relates to the production of more usable and accessible application software, and how the demand for 

usability and accessibility in turn pushes back its demands on the hardware. As the CPU speed and 

RAM capacity increased, application programming could be handled by more “managed” 
environments, using CLR technology instead of native compilers. This allowed the application 

programmer to spend more time focusing on the definition of application programming: producing 

software to be used by an end-user, and thus have more time to create richer and more usable 
software. The demand for accessible software has helped produce smaller and more portable form 

factors, whose low-power and efficiency requirements demand the application developer to 

implement asynchrony and concurrency. These technologies have traditionally been the concern of 
systems programming, though systems programming is still in strong demand on the mobile platform: 

for the creation of frameworks that abstract the underlying hardware and API in order to restrict 

power consumption and promote responsiveness. 

Assuming that the application developer uses a managed programming language for the PC or 
mobile device, the division between systems programming and application programming has 

remained consistently strong, or has even become even more defined. One factor that consistently 

blurs the division, however, is that of parallel programming. Each hardware functionality 
improvement after the processor speed cap has resulted in the requirement that the application 

programmer has some knowledge of making their code “threadsafe” (Oracle Corporation, 2010) or 

asynchronous. As much as the system tools can predict and implement intrinsic parallelisation, they 
cannot predict every case and the application developer may not find all the functionality he or she 

needs in the programming libraries. 

Compilers and environments written by systems programmers for application programming 

may evolve to handle the problem of parallelisation, but currently application developers must take 
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active measures to ensure their procedures are threadsafe or asynchronous to ensure the end-user 

software is usable and accessible and thus easier to use. 
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